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Abstract—Recently, Segment Anything Model (SAM) has
demonstrated strong generalizability in various instance segmen-
tation tasks. However, its performance is severely dependent on
the quality of manual prompts. In addition, the RGB images
that instance segmentation methods normally use inherently
lack depth information. As a result, the ability of these meth-
ods to perceive spatial structures and delineate object bound-
aries is hindered. To address these challenges, we propose a
Self-prompted Depth-Aware SAM (SPDA-SAM)' for instance
segmentation. Specifically, we design a Semantic-Spatial Self-
prompt Module (SSSPM) which extracts the semantic and spatial
prompts from the image encoder and the mask decoder of SAM,
respectively. Furthermore, we introduce a Coarse-to-Fine RGB-D
Fusion Module (C2FFM), in which the features extracted from
a monocular RGB image and the depth map estimated from it
are fused. In particular, the structural information in the depth
map is used to provide coarse-grained guidance to feature fusion,
while local variations in depth are encoded in order to fuse
fine-grained feature representations. To our knowledge, SAM
has not been explored in such self-prompted and depth-aware
manners. Experimental results demonstrate that our SPDA-
SAM outperforms its state-of-the-art counterparts across eleven
different data sets. These promising results should be due to the
guidance of the self-prompts and the compensation for the spatial
information loss by the coarse-to-fine RGB-D fusion operation.

Index Terms—Segment Anything Model, Instance Segmenta-
tion, Image Segmentation, Self-prompt, RGB-D Fusion.

I. INTRODUCTION

As a fundamental computer vision task, Instance Segmen-
tation aims at accurately identifying and delineating each
individual object within an image. It has been widely applied
in various domains, such as autonomous driving [1], medical
image analysis [2], and remote sensing detection [3], [4].
However, the existing instance segmentation models, which
were trained using a relatively small data set, usually encounter
challenges when applied to a different data set because of the
domain-shift issue [5].

Recently, Segment Anything Model (SAM) [6] has demon-
strated strong generalizability across different domains, due
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Fig. 1. Comparison between five state-of-the-art methods and our SPDA-
SAM across 11 instance segmentation data sets.

to the large-scale data set, i.e., SA-1B [6] on which it was
pre-trained. As a representative promptable model, SAM has
shown impressive performance in various instance segmenta-
tion tasks and has been increasingly adopted in diverse down-
stream applications [7]-[10]. However, the performance of it
is affected by the quality of prompts [11]. This dependency
not only increases the cost of human intervention, but also
limits the deployment and automaticity of the model [12] in
practical scenarios.

In addition, depth information is useful for instance segmen-
tation because it encodes rich geometric cues which represent
object shapes, spatial positions, and relative sizes in the three-
dimensional space. However, the monocular RGB images that
existing instance segmentation methods normally utilize in-
evitably lose depth information during the imaging procedure,
which impairs the ability of these methods to understand
spatial structures and object boundaries.

To address the aforementioned challenges, we propose a
Self-prompted Depth-Aware SAM, referred to as SPDA-SAM,
for instance segmentation. This network eliminates the manual
prompts provided by humans and incorporates estimated depth
priors into image representations. For the purpose of adapting
to a specific domain, the SPDA-SAM is fine-tuned using
LoRA [13] with a relatively small data set.

Copyright © 2026 IEEE. Personal use of this material is permitted.
However, permission to use this material for any other purposes must be obtained from the IEEE by sending an email to pubs-permissions @ieee.org.



To be specific, we first design a Semantic-Spatial Self-
prompt Module (SSSPM). Here, ”’Self-prompt* means that this
module generates prompts from the internal representations of
the model by extracting semantic and spatial prompts from the
image encoder and mask decoder of SAM, respectively, rather
than relying on human intervention or independently learnable
query embeddings. The semantic prompts capture semantic
representations to utilize high-level contextual information,
while the spatial prompts leverage the sensitivity of the mask
decoder to object boundaries to enhance the detail modeling
ability. As a result, the adaptive segmentation guidance and
autonomous perception capabilities of the model can be ob-
tained.

We then introduce a Coarse-to-Fine RGB-D Fusion Module
(C2FFM) in which the features extracted from the geometric
priors that we estimate using a pre-trained monocular depth
estimation model are fused with those extracted from an RGB
image. Contours extracted from the estimated depth priors
are used to guide the attention distribution at the coarse
level. On the other hand, local depth gradients are used to
encode boundary details at the fine level, which enable the
more precise instance segmentation results to be produced.
The entire network can be end-to-end trained without human
intervention.

To our knowledge, SAM has not been explored in such self-
prompted and depth-aware manners. Our main contributions
can be summarized as follows.

o We introduce a Self-prompted Depth-Aware SAM, i.e.,
SPDA-SAM, for the instance segmentation task. Due to
the powerful generalizability of SAM, our network can
adapt to a novel scenario by fine-tuning it using a small
number of images. The SPDA-SAM gets rid of the user-
input prompts and injects estimated depth priors into
image representations. As shown in Fig. 1, our method
always outperforms the state-of-the-art baselines on each
of the eleven data sets.

e We design a Semantic-Spatial Self-prompt Module
(SSSPM), which exploits both the semantic and spatial
prompts generated automatically. Therefore, human inter-
vention is not required.

e« We propose a Coarse-to-Fine RGB-D Fusion Module
(C2FFM) which progressively fuses the features extracted
from the depth priors that we estimate from a single
RGB image and those extracted from this image. As a
result, the discriminatory power of the encoder becomes
stronger.

o We conduct comprehensive evaluations on eleven pub-
licly available data sets. The results provide the commu-
nity with a set of benchmarks.

The remainder of this paper is organized as follows. In
Section II, we review the related work. The proposed SPDA-
SAM method is described in Section III. In Section IV, our
experimental setup and results and the ablation study are
reported. Finally, we draw our conclusion in Section V.

II. RELATED WORK

A. Instance Segmentation

Instance segmentation requires the model not only to
distinguish between different object categories, but also to
differentiate individual instances within the same category.
Early approaches were usually adopted on top of a two-stage
framework, such as Mask R-CNN [14], Cascade Mask R-CNN
[15] and HTC [16]. These approaches typically followed a
two-step paradigm, which first generates region proposals and
then performs mask prediction. Although those approaches
achieved a high accuracy, they often underwent heavy compu-
tational overhead, which limited their applicability in real-time
or resource-constrained scenarios. Moreover, the reliance on
hand-crafted region proposal generators further impaired the
adaptability of the model to novel domains.

To improve efficiency and performance, one-stage instance
segmentation methods were subsequently developed, for ex-
ample, YOLACT [17], BlendMask [18], CondInst [19], Em-
bedMask [20] and SOLOv2 [21]. These methods directly gen-
erated masks without relying on region proposals, which sig-
nificantly accelerated the inference process. However, they of-
ten encountered challenges in handling overlapping instances
and complex object shapes, which might lead to low seg-
mentation accuracy in densely populated or cluttered scenes.
Recently, Transformer-based approaches, e.g., Mask2Former
[22], were developed on top of attention mechanisms, because
they leveraged global context information to better handle
complex scenes and improve the discrimination between ad-
jacent instances.

However, existing methods often depended heavily on the
distributions of training data and tended to suffer performance
degradation when applied to complex or domain-specific im-
ages, e.g., underwater scenarios, medical imagery and remote
sensing images. This issue hinders the deployment of them in
practical applications and has motivated a growing interest in
foundational vision models. Therefore, we were motivated to
perform instance segmentation tasks on top of such a model.

B. Segment Anything Models

As a foundation model in computer vision, Segment Any-
thing Model (SAM) [6] has demonstrated remarkable gener-
alizability in class-agnostic segmentation on natural images,
where segmentation masks are produced through a prompt-
driven mechanism. Since its release, the SAM family has
continued to evolve. In particular, SAM 2 [23] extended
promptable segmentation from static images to videos by
introducing a streaming memory mechanism that propagates
segmentation information across frames, while SAM 3 [24]
further advanced this direction through Promptable Concept
Segmentation (PCS), which aims to segment all instances
matching a given conceptual prompt. More studies have
adapted SAM to specialized downstream tasks, which span
medical imaging [25], remote sensing [7], and underwater
imagery [26]. In addition, parameter-efficient adaptation meth-
ods, such as SAM-Adapter [12], inserted lightweight adapters
into the frozen SAM encoder for downstream tasks.



However, SAM is highly sensitive to the quality of its
external prompts, as imprecise or ambiguous prompts can sub-
stantially degrade the resulting masks. To reduce such prompt
dependence, some studies focused on automating prompt
generation, including RSPrompter [7], USIS-SAM [26], and
BiPA [27], which eliminate the need for manual prompt input.
Moreover, SAM operates solely on the RGB appearance and
is unable to exploit depth or geometric cues that are valuable
for separating adjacent objects and delineating boundaries.
To compensate for this limitation, multi-modal extensions,
such as SAM-DAQ [28], have explored incorporating depth
cues into SAM for geometry-aware segmentation. These ef-
forts have substantially broadened the applicability of SAM.
Nevertheless, generation of prompts in a closed loop from
the representations of the model and progressive fusion of
geometric priors with RGB features across encoder stages
remain open questions, which motivated our work.

C. Prompt Learning

In recent years, a new learning paradigm, i.e., pre-training
and prompting, has gradually become mainstream with the
emergence of foundation models [29]. This paradigm elimi-
nates the need for fine-tuning by reformulating downstream
tasks through the design of input prompts, thereby aligning
them more closely with the pre-training objectives. As a
representative technique, Contrastive Language-Image Pre-
training (CLIP) [30] leveraged textual prompts for cross-modal
understanding [31]. On the other hand, Kirillov et al. [6]
made the first effort on developing a foundation model for
image segmentation, i.e., SAM, on top of the prompt-based
mechanism. However, the prompts of SAM require human
intervention.

Efforts have been made to automate the prompt genera-
tion process for SAM. RSPrompter [7] introduced learnable
prompt embeddings for remote sensing instance segmentation.
USIS-SAM [26] designed a Salient Feature Prompt Generator
(SFPG) to automatically produce dense prompts for under-
water instance segmentation. In [27], BiPA formulated dense
prompt learning as a bilevel optimization problem, in which
the upper level optimizes a learnable dense prompt embedding
via Bayesian optimization on the validation set, while the
lower level updates the model parameters on the training set.
A separately generated sparse prompt further refines mask
boundaries. Although these methods reduce the reliance on
manual prompts, their prompts are produced by separate feed-
forward modules or learnable external parameters, rather than
from the predictions of the model. In other words, they lack
a closed-loop mechanism in which the coarse segmentation
result of the decoder is fed back to generate spatial prompts
that guide a second refinement pass.

In contrast, we introduced a Semantic-Spatial Self-prompt
Module (SSSPM), which utilizes both the semantic and spa-
tial prompts automatically generated from the intermediate
layers of the encoder and the coarse segmentation result of
the decoder, respectively. As a result, the prompts can be
dynamically generated from the internal state of the model
and are inherently content-adaptive.

D. RGB-D Based Image Segmentation

In contrast to the RGB images that image segmentation
methods normally utilize, the joint use of RGB images and
depth maps (i.e., RGB-D) allows for exploitation of the spatial
characteristics encoded in the depth maps. Previous studies
have made progress by incorporating depth characteristics
into feature representations [32]. However, effective feature
extraction from depth maps and fusion with RGB image
features remain challenges. This dilemma should be attributed
to the significant difference between depth maps and RGB
images in terms of data distributions, numerical range, and
semantic representation.

Depth-aware convolutions, such as depth-aware CNNs [33],
have been introduced. They incorporated specially designed
convolutional kernels or attention mechanisms to enable the
network to perceive and exploit depth information. On the
other hand, dual-branch encoders [34] were proposed, in which
RGB images and depth maps were processed by two individual
encoders, to extract modality-specific features. The two sets
of features were then fused [32]. However, these methods
usually relied on the simple concatenation or shallow fusion
operations. As a result, they failed to fully exploit the structural
semantics embedded in the depth maps.

With the popularity of SAM, several recent studies have
explored depth-aware variants of SAM. In [35], DSAM
addressed camouflaged object detection by injecting depth
features into RGB features via knowledge distillation and
integrating them into the box prompt. SAM-DAQ [28] inserted
depth-guided parallel adapters into each stage of the Hiera
encoder in a skip-connection manner, performing stage-wise
RGB-D feature fusion within each encoder stage.

Unlike these depth-aware SAM methods, which conduct
depth fusion either at the prompt level or through stage-wise
parallel adapters, we designed a C2FFM, which performs
a cross-stage coarse-to-fine progressive fusion, where depth
contours guide the coarse-level attention at the patch em-
bedding stage while local depth gradients direct fine-grained
feature alignment across subsequent transformer stages. Al-
though DSAM [35] also employs estimated depth priors, it
uses knowledge distillation to inject depth data. In contrast,
our method directly fuses estimated depth priors with RGB
features via an explicit cross-attention in the dual-path encoder.

III. METHODOLOGY

To alleviate the reliance of SAM [6] on manual prompts and
address the absence of depth information in instance segmenta-
tion, we propose a Self-prompted Depth-Aware SAM, namely,
SPDA-SAM. Due to the excellent generalizability of SAM,
this network can be used for different instance segmentation
tasks. The architecture of the SPDA-SAM is shown in Fig.
2. As can be seen, our SPDA-SAM contains a Depth-Aware
Dual-Path Encoder and a Self-prompted Decoder. The former
includes an RGB Encoding Path, a Depth Encoding Path and
a Coarse-to-Fine RGB-D Fusion Module (C2FFM), while the
latter comprises a Mask Decoder and a Semantic-Spatial Self-
prompt Module (SSSPM).
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Fig. 2. The architecture of the Self-prompted Depth-Aware SAM (SPDA-SAM), which consists of a depth-aware dual-path encoder and a self-prompted
decoder. The encoder contains an RGB encoding path, a depth encoding path and a Coarse-to-Fine RGB-D Fusion Module (C2FFM). The decoder includes

a mask decoder and a Semantic-Spatial Self-prompt Module (SSSPM).

A. Depth-Aware Dual-Path Encoder

Within the encoder, the RGB encoding path and the depth
encoding path are built on top of the backbone of SAM [6].
The C2FFM include a Coarse Fusion Block and four Fine
Fusion Blocks. The former is applied to the output of the Patch
Embedding Block, while the latter are applied to the output of
the 2nd, Sth, 8th and 11th Transformer Blocks individually.

1) RGB Encoding Path: The RGB Encoding Path is ini-
tialized using the weights of the backbone of SAM. This path
is used to extract features from RGB images. To adapt the
RGB encoding path to a new scenario, we use LoRA [13] to
fine-tune it.

2) Depth Encoding Path: This path is also initialized using
the weights of the backbone of SAM, which aims to extract
features from the estimated depth priors. LoRA [13] is also
used to fine-tune the depth encoding path.

3) C2FFM: The C2FFM progressively performs the
coarse-to-fine fusion operation on the features extracted from
both the RGB image and the estimated depth priors across
different stages, enabling effective utilization of the comple-
mentary information encoded in the two sets of data. A Coarse
Fusion Block and four Fine Fusion Blocks are comprised of
the C2FFM.

Coarse Fusion Block The Coarse Fusion Block aims to
integrate depth-guided structural features into RGB features
at a coarse resolution, enabling the fusion of complementary
modalities to enhance global context and boundary-aware
representation. To achieve this goal, we first apply a down-
sampling operation, a dilated convolution and a Relu activation
function to the patch embeddings of the estimated depth priors
Fpeptn, enlarging the receptive field and extracting multi-scale
contextual information. Subsequently, a 1x1 convolution is
used to reduce the dimensionality of channels and fuse the
features, followed by a upsampling operation to restore the

resolution to match the feature maps Frgp extracted from
the RGB image.

The resultant feature maps are passed through a Sigmoid
activation function and are then used to modulate Frgp
through an element-wise multiplication operation. This opera-
tion highlights the regions with strong depth cues. A residual
connection further fuses the original RGB features, yielding
the fused output Frep. The computation of the Coarse Fusion
Block can be expressed as:

Fpitatea = DilConv(Down(Fpeptr)), (D
Attn = Sigmoid(Up(Convix1(Fpitated)))s 2)
Frop = Frap + Attn © Frag, 3)

where o(-) is the Sigmoid activation function, ¢(-) denotes
a sequence of downsampling, dilated convolution, and ReLU
activation applied to the depth feature maps, and ® represents
the element-wise multiplication operation.

Fine Fusion Block This block is used to exploit the com-
plementary actions of multi-modal features in local details. In
total, four Fine Fusion Blocks are applied to the output of the
2nd, 5th, 8th and 11th Transformer Blocks, respectively. This
hierarchical design enables the network to align multi-modal
information across different levels of semantic abstraction. As
a result, the network captures the complementary relationship
between local fine-grained details and global contextual se-
mantics. Regarding a Fine Fusion Block i, we first flatten
the input feature maps Fpop and Fj,,,, into sequential
representations:

4)
&)

where N = H x W represents the length of the sequences.

Slz;%GB = Flatten(FIi%GB) € RBXNxC

SiDepth = Flatten(Fli)epth) € RBXNXC.



Two cross-attention blocks are applied, in which Sk and
S})Cpth are used as the query, respectively. Taking the case
where Spop is used as the query and Sp,, ,, is utilized as

the key and value, we can obtain ﬁ‘}éG 5. This process can be
formulated as:

Q7K7V = WQS};{GB7WKS%epthVWVS%epthv (6)
Fhop = Reshape(Softmax(LKTV)) (7
vy,
where Reshape(-) denotes the operation which transforms the
sequence back to its original shape. Similarly, we obtain a set
of feature maps F7,, ¢,

B. Self-prompted Decoder

Compared with the mask decoder of the original SAM
[6] which requires external prompts, we propose a Self-
prompted Decoder. This decoder contains a mask decoder
and an SSSPM. The self-prompted decoder leverages both the
internal visual features extracted using the depth-aware dual-
path encoder and the mask that the mask decoder produces
to generate self-guided prompts, which are able to direct the
segmentation process. The proposed self-prompt mechanism
enables accurate object localization and segmentation without
human intervention.

1) Mask Decoder: The mask decoder, which has the same
structure as that of SAM but is randomly initialized, is used
twice. At the first time, it receives the initial prompts generated
by the Region Proposal Network (RPN) [36] and the output of
the last fine fusion block. The result is a coarse segmentation
mask. This process roughly localizes the target region. At the
second time, the mask decoder takes the semantically and
spatially enriched prompts that the proposed SSSPM produces
and the output of the last fine fusion block. As a result, the
mask boundaries and structural details are further refined.

2) SSSPM: The SSSPM aims to automatically gener-
ate high-quality prompts without human intervention. The
prompts comprises semantic and spatial prompts, which are
visualized in Fig. 2 by computing the dot-product similar-
ity between the center vector and surrounding vectors. The
SSSPM consists of four main components, including a Feature
Alignment Block, a Mask Encoder, a Prompt Enhancement
Block and a Prompt Fusion Block.

Feature Alignment Block This block facilitates the integra-
tion of multi-level semantic cues. We select two representative
layers from the depth-aware dual-path encoder, including a
lower-level block (i.e., Transformer Block 2) which captures
local details and a higher-level block (i.e., Fine Fusion Block
4) which encodes high-level abstract semantics. The two sets
of features produced by both layers differ significantly in
resolution and channel dimensions. To achieve an effective
fusion operation, each set of features is passed through a
Feature Alignment Block, which consists of a deconvolution
[37], a layer normalization layer, a GELU activation function
and a second deconvolution. This block spatially upsamples
and channel-aligns the two sets of features and transforms
them into a unified resolution and embedding space. The two
sets of resultant features are fused via an element-wise addition

operation. The result is a set of semantic features F.,,, which
contain rich semantic information and provide strong guidance
for the subsequent prompt enhancement block.

Prompt Enhancement Block The Prompt Enhancement
Block aims to enrich the features Fs,.. that the mask decoder
produces, which have already been integrated with the initial
prompt information. We fuse Fls,.. with the semantic features
Fsen, via an element-wise addition operation. The fused
features are then passed through the prompt enhancement
block, which contains two convolutional layers, together with
a layer normalization operation, a ReLU activation function
and a global average pooling operation. A Sigmoid activation
is used to obtain an attention map, which modulates the fused
features. Finally, two convolutional layers are used to reduce
the spatial size and increase the channel dimension. As a result,
the semantic prompt is derived.

Mask Encoder The Mask Encoder receives a coarse fore-
ground probability map that the mask decoder generates.
The map is transformed into dense embeddings, which have
been spatially aligned with the image embeddings. The mask
encoder contains two strided 2 x 2 convolutional layers. Each
layer is followed by a layer normalization operation and a
GELU activation function. A 1 X 1 convolution is finally used
to perform the dimensional projection operation. The resultant
dense embeddings encode spatial priors and serve as the spatial
prompt Pspatiai-

Prompt Fusion Block This block is designed to exploit
the complementary relationship between the spatial prompt
Pspatiar and the semantic prompt Psepantic. Specifically, they
are first concatenated along the channel dimension, followed
by a convolutional layer, to obtain a fused prompt Pryscq-
For the sake of extracting global contextual information from
Pryseq, we apply a global average pooling operation to
it. This process summarizes the response of each channel,
which facilitates the generation of an attention map in order
to selectively emphasize informative channels. The pooled
features are passed through two convolutional layers with a
ReLU activation function in between, followed by a Sigmoid
activation function. The result is an attention map Atin,
which is then used to modulate Pg,s.q via an element-wise
multiplication operation.

The final prompt that the SSSPM generates, Pp,:, can be
formulated as:

PFused = Conv(concat(PSemantim PS’patial))a (8)
Attn = o(Conv(ReLU (Conv(GAP(Prysed))))), (9)
POut = PFused © Att’ﬂ, (10)

where Concat(-) denotes the channel-wise concatenation op-
eration, GAP(-) stands for the global average pooling opera-
tion, and o (-) represents the Sigmoid activation function. Pp,
is fed into the mask decoder, together with the output of the
last fine fusion block. Here, Pp,,; serves as a dense prompt in
the form of 256 x 64 x 64 feature maps, which are spatially
aligned with the image embeddings. This process allows the
mask decoder to more accurately distinguish between target
regions with ambiguous boundaries or high semantic similar-



TABLE I
COMPARISON BETWEEN OUR METHOD AND 25 BASELINES ON THE COMEI15K-E [38], COME15K-H [38], DSIS [39] AND SIP [40] DATA SETS. THE
BEST AND SECOND-BEST RESULTS ARE HIGHLIGHTED IN BOLD AND UNDERLINE FONTS, RESPECTIVELY. THIS CONTINUES WITH FOLLOWING TABLES.

Method Venue COMEI5K-E COMEI5K-H DSIS SIP
mAP AP50 AP75 mAP AP50 AP75 mAP AP50 AP75 mAP AP50 AP75
S4Net [41] CVPRI9 | 437 680 525 | 37.1 609 432 | 583 819 718 | 496 760 637
RDPNet [42] TIP21 498 722 595 | 421 652 497 | 661 872 801 | 590 80.1  74.1
OQTR [43] TMM22 | 487  71.1 583 | 427 659 505 | 631 859 770 | 599 831 763
OSFormer [44] ECCV22 | 530 719 613 | 458 663 524 | 679 83 783 | 632 805 746
Mask R-CNN [14] ICCV17 | 488 712 586 | 422 657 508 | 656 868 802 | 579 798 733
Mask Scoring R-CNN [45] | CVPR19 | 49.7 704 589 | 423 638 500 | 668 873 803 | 600 798 733
Cascade R-CNN [15] TPAMII9 | 494  69.8 587 | 419 643 498 | 664 873 799 | 591 791 736
CenterMask [46] CVPR20 | 496 716 590 | 425 652 510 | 657 876 797 | 57.6 798 723
HTC [16] CVPRI9O | 514 737 610 | 441 680 521 | 675 876 811 | 60.0 814 749
YOLACT [17] ICCVI9 | 48.1 707 562 | 414 660 485 | 624 841 733 | 620 823 747
BlendMask [18] CVPR20 | 48.1 706 569 | 41.0 648 485 | 655 8.9 780 | 555 773 697
CondInst [19] ECCV20 | 496 720 595 | 428 664 510 | 651 8.8 79.1 | 586 794 733
SOLOV2 [21] TPAMI21 | 51.1 716 599 | 451 663 528 | 674 870 804 | 634 807 748
QueryInst [47] CVPR21 | 515 731 611 | 439 675 518 | 679 875 806 | 613 810  75.1
SOTR [48] ICCV2l | 507 704 590 | 435 651 503 | 682 89 793 | 61.6 784 730
Mask Transfiner [49] CVPR22 | 487 710 563 | 407 645 472 | 675 876 804 | 578 789 703
SparseInst [50] CVPR22 | 513 719 589 | 431 651 485 | 650 850 757 | 628 813 753
Mask2Former [22] CVPR22 | 515 673 576 | 441 624 494 | 683 851 767 | 666 793  75.1
PolySnake [51] TCSVT24 | 482 668 589 | 426 621 504 | 649 842 749 | 574 776 720
CalibNet [39] TIP24 580 758 656 | 507 704 573 | 693 878 816 | 721 8.6 829
Diveseg [52] AAAD6 | 615 752 639 | 554 708 574 | 767 889 830 | 769 870 810
BiPA [27] CVPR26 | 633 805 677 | 572 763 607 | 715 878 795 | 779  88.1  84.1
RSPrompter [7] TGRS24 | 650 81.6 708 | 599 786 650 | 777 925 866 | 788  90.1  87.1
USIS-SAM [26] ICML24 | 66.7 817 706 | 620 787 655 | 686 843 748 | 789 893  85.0
SAMSnake [53] NN25 586 707 613 | 538 649 549 | 644 744 624 | 721 844 800
SAM [6] ICCV23 | 625 805 666 | 565 760 598 | 680 832 745 | 760 874 823
SPDA-SAM (Ours) - 684 846 744 | 644 821 693 | 797 938 874 | 813 916 889

ity. Consequently, the accuracy of instance segmentation can
be improved.

C. Loss Function

In addition to the loss functions of Region Proposal Net-
work (RPN) [36], which include the object classification and
bounding box regression loss functions, we apply two pixel-
wise cross-entropy loss functions to supervise both the coarse
and refined masks generated by applying the mask decoder
twice. Finally, the combined loss function £ can be written as

Y

where Lgrpy denotes the RPN loss, and Lcoarse and
LRefinea Stands for the cross-entropy losses used for the
coarse and refined masks, respectively. In our experiments,
all the three weights were set to 1 (i.e., Ay = Ao = A3 = 1).
This multi-stage supervision strategy ensures the consistency
between coarse localization and final segmentation, which
improves the quality of the final mask.

L= AL- »CRPN + A2 - »CCoarse + Az - ['Refined7

IV. EXPERIMENTS

In this section, we first describe the setup used in our
experiments. Then we report the results obtained in the main
experiments and ablation study.

A. Experimental Setup

Here, we introduce the data sets and evaluation metrics that
we used and the implementation details of the experiments.

1) Data Sets: We evaluated the proposed method on eleven
publicly available data sets. Specifically, six terrestrial data
sets, including COMEI15K-E [38], COMEI15K-H [38], DSIS
[39], SIP [40], KITTI [54] and ZeroWaste [55], and five UIIS
data sets, including LIACI [56], UIIS [57], USIS10K [26],
UIIS10K [58] and USIS16K [59], were used. We always
followed the original splitting for each data set, in which
the data set was divided into training, validation and test
sets. Regarding the data sets with instance-level annotations,
we directly used them as the ground-truth data. In terms
of the data sets which only contained semantic annotations,
we used connected component labeling to convert semantic
segmentation masks to instance-level annotations.

The pre-processing strategy proposed in Depth Anything v2
[60] was used to perform monocular depth estimation on RGB
images. The estimated depth maps serve as geometric priors
that encode relative spatial structure and boundary cues.

2) Evaluation Metrics: To evaluate the performance of the
proposed method on instance segmentation tasks, we utilized
the widely used mean Average Precision (mAP) metric [61],



as well as AP5g and APy, following existing studies.

3) Implementation Details: We adopted the ViT-B [62]
model in the pre-trained SAM [6] to initialize both the
RGB and depth encoding paths from the same pre-trained
checkpoint. The two paths were then updated independently
via their corresponding LoRA adapters, without weight sharing
between them. Specifically, LoRA was applied to the QKV
projection layers of each branch with a rank of 16, a scaling
factor of 32 and a dropout rate of 0.05, and without a bias
term. The proposed method was implemented using PyTorch
and the MMDetection framework [63].

During the training process, we used the AdamW optimizer
with an initial learning rate of 0.0002 and a weight decay of
0.05. To enable efficient and stable optimization, we designed
a two-stage learning rate scheduling strategy. Specifically, we
employed a linear warm-up scheme for the first 50 iterations,
which gradually increased the learning rate to the target value.
Subsequently, we applied a cosine annealing learning rate
schedule, to progressively decay the learning rate throughout
the training process, which eventually reduced this rate to
0.001 times the base rate. Additionally, we used the Automatic
Mixed Precision (AMP) training to accelerate convergence
and reduce memory consumption. For all data sets, the batch
size was set to 2 during the training process. All models
were trained on two NVIDIA RTX 3080Ti GPUs or a single
NVIDIA RTX 4090 GPU, while computational complexity
analysis was conducted on an NVIDIA RTX 3080Ti GPU.

B. Main Experiments

We tested our method along with different baselines on the
11 data sets. In particular, the vanilla SAM (ViT-Base) was
evaluated with bounding box prompts generated by the same
RPN as that used in our method. This choice ensures that SAM
and our method share an identical initial localization. As a
result, the performance difference can be directly attributed to
the proposed SSSPM and C2FFM. We will report the results
as follows.

1) COMEI15K-E, COMEI5K-H, DSIS and SIP: We first
evaluated the SPDA-SAM, together with 25 baseline ap-
proaches, on four salient instance segmentation data sets,
including COMEI15K-E [38], COME15K-H [38], DSIS [39]
and SIP [40]. As reported in Table I, the SPDA-SAM always
achieved the superior performance to its counterparts. On
the COMEI15K-E data set, our method outperformed the
second-best approach by 1.7, 2.9 and 3.6 in terms of the
mAP, AP;y and AP;; metrics, respectively. Regarding the
COMEI15K-H data set, the three values were 2.4, 3.4 and 3.8,
respectively. Using the DSIS data set, our method achieved
the improvements of 2.0, 1.3 and 0.8 in terms of the three
metrics, respectively, compared to the second-best approach.
With regard to the SIP data set, the three values were 2.4, 1.5
and 1.8, respectively. These results demonstrate the robustness
and generalizability of our SPDA-SAM across different salient
instance segmentation scenarios.

2) UlIS, UIISIOK and USISI6K: In addition, we evaluated
the SPDA-SAM on the UIIS [57], UIIS10K [58] and USIS16K
[59] data sets. Our method was also compared with six base-
lines. It can be seen in Table II, our SPDA-SAM outperformed

the baseline by 3.5, 3.6 and 4.7 in mAP, APsg and APrs,
respectively, on the UIIS data set. When the UIIS10K data set
was used, the three values were 4.3, 1.7 and 3.9, respectively.
In contrast, the three values were 1.3, 1.7 and 1.2 on the
USIS16K data set, respectively. The above results demonstrate
the better UIIS capability and the stronger robustness of our
SPDA-SAM across diverse underwater scenarios, compared to
its counterparts.

3) USISIOK: The results obtained using the proposed
SPDA-SAM and ten baselines on the USIS10K [26] data set
are reported in Table III. Following the original benchmark
settings, we conducted both multi-class and class-agnostic
instance segmentation tasks. Again, our method outperformed
its counterparts with regard to each metric. Specifically, our
SPDA-SAM achieved the improvements of 4.9, 3.3 and 6.4
in terms of mAP, APsy and APrs, respectively, compared to
the best baseline in the class agnostic instance segmentation
task. On the other hand, the three values were 2.8, 1.3 and 3.8,
respectively, within the multi-class instance segmentation task.
Compared to the methods which utilized the ViT-Huge back-
bone [62], our approach used the more lightweight ViT-Base
backbone [62] while still achieving the superior performance.

4) LIACI: To comprehensively evaluate the performance
of our SPDA-SAM on the LIACI [56] data set, we com-
pared it with fourteen state-of-the-art instance segmentation
approaches, including two-stage methods [14] and one-stage
methods [21], [19]. In particular, we tested two recently pro-
posed SAM-based approaches, including Efficient-SAM [65]
and RSPrompter [7], and two methods specifically designed
for underwater image instance segmentation, i.e., USIS-SAM
[26] and BiPA [27]. As shown in Table IV, our method
achieved the best result in terms of each evaluation metric.
In particular, our SPDA-SAM outperformed the second-best
approach by 2.3, 1.6 and 4.5 in terms of mAP, APsy, and
APr5, respectively, using the mask-level ground-truth data.
Given that the box-level ground-truth data was utilized, the
three values were 1.3, 2.5 and 1.3, respectively.

5) KITTI: We further evaluated the proposed SPDA-SAM
on the KITTI [54] data set to verify its generalizability on
real-world driving scenes. Since the official KITTI evaluation
server only reports the m AP and A Psy metrics, we present the
values of these metrics for comparison. The results obtained
using our SPDA-SAM and nine baselines on the KITTI data
set are reported in Table V. As can be seen, our SPDA-
SAM achieved the best performance among the ten methods,
reaching an mAP value of 27.5 and an AP, value of 49.2.
Compared to the second-best approach, i.e., UniDet RVC [68],
our method outperformed it by 4.3 and 0.1 in terms of mAP
and APsg, respectively.

6) ZeroWaste: The ZeroWaste [55] data set was collected
in extremely cluttered recycling environments. We used it to
evaluate the robustness of our SPDA-SAM in handling com-
plex object interactions and diverse material appearances. The
results obtained using our SPDA-SAM and thirteen baselines
on the ZeroWaste data set are shown in Table VI. It can
be observed that SPDA-SAM achieved the best performance
in terms of the mAP and AP;; metrics, which reach 34.4
and 38.2, respectively. Although USIS-SAM (ViT-Huge) [26]



TABLE 11
COMPARISON BETWEEN OUR METHOD AND SIX BASELINE METHODS ON THE UIIS [57], UIIS10K [58] AND USIS16K [59] DATA SETS.

Method Venue UIIS UIIS10K USIS16K
Mask R-CNN [14] ICcvi17 234 40.9 253 35.8 53.6 40.2 73.6 90.0 81.7
Mask Scoring R-CNN [45] | CVPR19 24.6 41.9 26.5 37.3 53.7 41.8 71.6 88.5 79.8
PointRend [64] CVPR20 259 434 27.6 37.3 53.0 413 76.3 89.4 82.7
WaterMask [57] ICCV23 27.2 43.7 293 374 51.6 41.7 72.7 86.8 79.3
RSPrompter [7] TGRS24 25.1 40.3 26.2 332 44.9 36.0 74.6 86.4 82.1
USIS-SAM [26] ICML24 26.3 41.3 28.7 35.8 53.6 40.6 81.0 90.8 87.1
SAM [6] ICCV23 27.0 42.0 28.2 36.0 525 40.5 719 85.2 81.4
SPDA-SAM (Ours) - 30.7 47.3 34.0 41.7 554 45.7 82.3 92.5 88.3

METHODS ON THE USIS10K [26] DATA SET.

TABLE III
COMPARISON BETWEEN OUR METHOD AND TEN STATE-OF-THE-ART

Method Venue Class-Agnostic Multi-class
mAP AP50 AP75 mAP AP50 AP75
WaterMask [57] ICCV23| 583 80.2 66.5 | 37.7 54.0 425
S4Net [41] CVPRI9| 32.8 64.1 273|239 435 244
RDPNet [42] TIP21 | 53.8 77.8 619|379 553 427
OQTR [43] TMM22| 56.6 79.3 62.6| 19.7 30.6 219
RSPrompter [7] TGRS24| 582 799 659|402 553 4438
SAM-+FasterRCNN [6]|ICCV23| 459 659 52.1|264 389 29.0
SAM+MaskRCNN [6][ICCV23| 55.1 80.2 62.8 | 38.5 56.3 44.0
USIS-SAM [26] |ICML24| 59.7 81.6 67.7|43.1 59.0 48.5
SAM [6] ICCV23| 59.5 80.2 66.8 | 41.7 55.7 475
SPDA-SAM (Ours) - 64.6 849 741|459 603 523

TABLE IV

COMPARISON BETWEEN OUR METHOD AND FOURTEEN BASELINE
METHODS ON THE LIACI [56] DATA SET.

Method Venue Mask Box
mAP APso APrs|mAP APso APrs
Mask R-CNN [14] | ICCV17 | 364 589 40.0 | 36.1 60.5 384
SOLOvV2 [21] TPAMI21| 34.8 547 375 - - -
CondlInst [19] ECCV20 | 38.6 60.0 39.7 | 41.2 609 46.0
BoxInst [66] CVPR21 | 277 50.0 26.5 | 387 57.1 432
FastInst [67] CVPR23 | 38.6 55.0 41.0 - - -
HTC [16] CVPR19 | 364 552 392 | 378 554 405
QuerylInst [47] CVPR21 | 36.0 51.0 389 | 37.0 51.0 41.0
Diveseg [52] AAAI26 | 387 550 41.7 - - -
USIS-SAM [26] | ICML24 | 27.8 446 28.8 | 263 474 253
Efficient-SAM [65] | CVPR24 | 333 514 339 | 353 547 392
RSPrompter [7] | TGRS24 | 40.5 58.7 423 | 40.8 614 459
SAMSnake [53] NN25 340 521 352 - - -
BiPA [27] CVPR26 | 40.8 59.2 428 | 41.0 60.5 46.7
SAM [6] ICCV23 | 40.5 59.0 41.8 | 403 60.7 452
SPDA-SAM (Ours) - 43.1 61.6 473 | 425 639 48.0

TABLE V
COMPARISON BETWEEN OUR METHOD AND NINE BASELINE METHODS ON
THE KITTI [54] DATA SET.

Method ‘ Venue mAP  APsg

UDeer DIS++ [69] arXiv23 16.4 28.8
CenterPoly [70] ICCV21 8.7 26.7
UniDet RVC [68] CVPR22 232 49.1
Diveseg [52] AAAI26 229 45.7
RSPrompter [7] TGRS24 17.2 38.1
USIS-SAM [26] ICML24 18.8 415

SAMSnake [53] NN25 12.1 279
BiPA [27] CVPR26 21.1 389
SAM [6] ICCV23 15.3 329

SPDA-SAM (Ours) - 275 49.2
TABLE VI

COMPARISON BETWEEN OUR SPDA-SAM AND THIRTEEN
STATE-OF-THE-ART METHODS ON THE ZEROWASTE [55] DATA SET.

Method | Venue | mAP  APsy  APrs
Mask R-CNN [14] ICCV17 29.0 44.9 31.8
SOLOV2 [21] TPAMI21 194 359 17.7
CondInst [19] ECCV20 30.4 452 332
BoxInst [66] CVPR21 26.5 42.0 29.2
Fastlnst [67] CVPR23 27.5 404 29.4
HTC [16] CVPRI19 29.2 46.8 31.9
QuerylInst [47] CVPR21 26.1 40.2 28.6
Diveseg [52] AAAI26 28.7 42.1 30.5
RSPrompter [7] TGRS24 28.7 41.7 32.0
USIS-SAM [26] ICML24 33.8 49.8 37.6
SAMSnake [53] NN25 18.7 28.7 20.5
BiPA [27] CVPR26 335 47.6: 37.3
SAM [6] ICCV23 29.1 424 31.2
SPDA-SAM (Ours) - 344 47.8 38.2

obtained the highest A P5q value, SPDA-SAM utilized a lighter
ViT-Base backbone and outperformed the other baselines with
regard to this metric. These results indicate that the proposed
SPDA-SAM is able to perform robust and competitive instance
segmentation in highly cluttered real-world scenarios.



TABLE VII
COMPARISON BETWEEN OUR SPDA-SAM AND TWELVE INSTANCE
SEGMENTATION METHODS IN TERMS OF THE NUMBER OF PARAMETERS
(M), FLOPs (G) AND INFERENCE SPEED (FPS).

Method | Venue |Params (M)|FLOPs (G)|Speed (FPS)
Mask R-CNN [14] | ICCV17 | 444 253.0 13.8
SOLOv2 [21] |TPAMI2I| 46.6 239.0 134
CondInst [19] | ECCV20 |  34.2 331.0 2.7
BoxInst [66] | CVPR21 | 35.1 372.0 22.0
Fastlnst [67] | CVPR23 |  34.1 582 289
Querylnst [47] | CVPR21 |  172.0 170.0 145
PolySnake [S1] |TCSVT24| 22,0 308.6 35
Diveseg [52] | AAAI26 |  390.1 2225.9 35
RSPrompter [7] | TGRS24 | 117.5 1145 15.5
USIS-SAM [26] | ICML24 | 696.8 824.4 5.6
SAMSnake [53] | NN25 38.9 625.7 46
BiPA [27] CVPR26 | 7374 3554.0 1.7
SPDA-SAM (Ours) 2054 264.5 122

7) Computational Complexity Analysis: We further com-
pared the proposed SPDA-SAM with 12 instance segmentation
methods in computational complexity, as shown in Table VII.
The results were obtained on a single NVIDIA RTX 3080Ti
GPU. It can be seen that our SPDA-SAM maintained a
proper inference speed with a moderate number of parameters
and FLOPs using the ViT-Base [62] backbone. Although the
SPDA-SAM incurred the higher FLOPs value than lightweight
models, such as Fastlnst [67], it achieved the better seg-
mentation performance. As shown in Table IV, our method
outperformed FastInst by 4.5 in terms of the mAP metric
under the mask-level ground-truth setting. Compared to BiPA
[27], our SPDA-SAM reduced the parameters and FLOPs by
more than one half while improving the mask mAP value
from 40.8 to 43.1 and the box mAP value from 41.0 to 42.5.
It is suggested that our SPDA-SAM achieved a proper balance
between computational complexity and segmentation accuracy.

C. Visualization

In this subsection, we will visualize the results obtained
using the proposed SPDA-SAM, to intuitively convey the
information that our method produced.

1) Visualization of Instance Segmentation Masks: We visu-
alize the results produced by two state-of-the-art approaches,
including RSPrompter [7] and USIS-SAM [26], and our
method on the COMEI15K-E [38] and USIS10K [26] data
sets in Figs. 3 and 4, respectively. As shown in Fig. 3, our
SPDA-SAM generated more accurate and complete instance
masks (see (c), (d) and (f)), detected a more complete set of
instance objects (see (a), (e) and (j)), and better distinguished
foreground objects from the background ((b), (g), (h) and
(1)), compared to RSPrompter and USIS-SAM. Similarly, our
method achieved the performance superior to its counterparts
in handling complex scenes and object boundaries on the
USIS10K [26] data set, as presented in Fig. 4. These findings
should be due to the fact that our method utilized estimated

depth priors, except the RGB image characteristics that its
counterparts also used.

2) Visualization of Intermediate Results: To intuitively un-
derstand the complementary actions between the estimated
depth priors and the original image characteristics, we visual-
ize the image embeddings produced by our depth-aware dual-
path encoder in Fig. 5. It can be seen that object instances
become more distinguishable and exhibit stronger contrast
against the surrounding background once the depth data has
been injected into the network, compared to those obtained
without using geometric priors.

In addition, the foreground probability maps produced by
the mask decoder of the SSSPM are visualized in Fig. 6,
to intuitively demonstrate the effectiveness of the self-prompt
mechanism. As can be seen, the foreground probability map
predicted by the mask decoder in its second invocation with
self-prompt shows higher confidences in the foreground re-
gions, compared to that predicted in the first invocation. It is
suggested that the self-prompt mechanism used by our SSSPM
is useful for improving the performance of SAM.

D. Ablation Study

We performed five ablation experiments to examine the im-
pacts of different modules of our SPDA-SAM. For simplicity,
only the LIACI [56], ZeroWaste [55] and USIS10K [26] data
sets were used. Regarding the LIACI data set, its mask-level
ground-truth was utilized.

1) Impact of the SSSPM: We further examined the effect of
the proposed SSSPM on our SPDA-SAM. Six variants of the
SPDA-SAM were obtained by removing the entire SSSPM,
using only the spatial prompt or the semantic prompt, and
adopting different fusion strategies for the semantic and spatial
prompts. These variants were compared with the SPDA-SAM
in Table VIIL. It can be observed that the use of the entire
SSSPM produced the best result across the three data sets no
matter which metric was used. It is suggested that the self-
prompt module is useful for our SPDA-SAM.

2) Impact of the Depth Estimator: In addition, we in-
vestigated the effect of the depth estimator on our method.
Four state-of-the-art monocular depth estimators were tested,
including Dense Prediction Transformer (DPT) [71], Zero-shot
Transfer by Combining Relative and Metric Depth (ZoeDepth)
[72], Depth Anything (DA) [73] and Depth Anything v2
(DAv2) [60]. Given four underwater hull images, the depth
maps that the four depth estimators generated were visualized
in Fig. 7. It can be seen that the depth maps produced by DAv2
manifest the clearer boundaries, more consistent structures
and better depth layering, compared with the other depth
estimators. The results derived using our SPDA-SAM together
with the four depth estimators are also compared in Table IX.
As can be seen, the utilization of DAv2 normally produced the
better result than those derived using the other depth estimators
across the three data sets, regardless of which metric was
used. This finding demonstrates that the quality of the depth
map obtained using a pre-trained estimator is important to the
performance of our SPDA-SAM.

Notably, the results in Table X, together with those in
Tables IV and III, show that our method consistently outper-
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Fig. 3. Visualization of the results derived using two state-of-the-art baselines, i.e., RSPrompter [7] and USIS-SAM [26], and our method on the 10 images
in the COMEI15K-E [38] data set.
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Fig. 4. Visualization of the results derived using two state-of-the-art baselines, i.e., RSPrompter [7] and USIS-SAM [26], and our method on the 10 images
in the USIS10K [26] data set.

TABLE VIII
COMPARISON OF THE RESULTS OBTAINED USING THE SPDA-SAM WITH DIFFERENT PROMPT METHODS.

. LIACI ZeroWaste USIS10K
Prompt Method Fusion Method AP AP AP | mAP APy AP | mAP APy AP
w/o SSSPM - 41.0 588 444 | 326 454 357 | 445 588 503
w/ Semantic - 41.6 592 46.0 | 333 458 370 | 450 600 513
w/ Spatial - 42.1 60.3 4538 331 459 364 | 450 59.8 505
Addition 40.8 580 439 322 450 353 4377 570 487
w/ Semantic & Spatial Cross-Attention 423 61.0 459 335 462 372 | 448 59.8 515
Prompt Fusion Block | 43.1 615 473 | 344 478 382 | 459 603 523




w/o Depth

w/ Depth

A

Fig. 5. Visualization of the complementary actions between the depth information and original image characteristics. With regard to an RGB image, the

image embeddings generated by the depth-aware dual-path encoder are shown.

Fig. 6. Visualization of the foreground probability maps produced using
the mask decoder of the SSSPM during the two-stage segmentation process.
Within each group, the input image, ground-truth mask and two foreground
probability maps predicted by the mask decoder in its first and second
invocations are shown in turn.

ZoeDepth

Fig. 7. Visual comparison of the depth maps obtained using four depth
estimators from four underwater hull images in the LIACI [56] data set.

formed the baselines across the three datasets even when depth
information was unavailable.

3) Impact of the C2FFM: To investigate the effectiveness of
the proposed C2FFM and the contribution of its components,
we compared three variants, including those without C2FFM,
with only the coarse fusion block and with only the fine
fusion blocks, with the full C2FFM. As reported in Table X,
the full C2FFM consistently outperformed the three variants
across all three data sets. The fine fusion blocks contributed a
larger gain compared to the coarse fusion block alone, while

TABLE IX
COMPARISON OF THE RESULTS OBTAINED USING THE SPDA-SAM WITH
DIFFERENT DEPTH ESTIMATORS.

. LIACI ZeroWaste USIS10K

Depth Estimator
mAP AP50 AP75 mAP AP50 AP75 mAP AP50 AP75
DPT 424 583 470|325 451 359|448 595 51.6
ZoeDepth 422 59.1 468|329 456 36.7|446 594 51.1
DepthAnything | 42.5 60.5 47.2 | 33.6 46.6 37.0 | 453 598 51.9
DepthAnything v2| 43.1 61.5 47.3 | 344 47.8 382|459 60.3 523

TABLE X

COMPARISON BETWEEN THE RESULTS OBTAINED USING THE SPDA-SAM
WITH DIFFERENT C2FFM VARIANTS.

LIACI ZeroWaste USIS10K
mAP APsg AP75\mAP APsg AP7s/mAP APsg APrs

Method

w/o C2FFM | 42.0 59.7 46.5| 332 459 372|446 59.5 515
w/ Coarse Fusion| 42.2 60.0 46.3 | 33.5 46.4 373|447 59.8 51.5
427 61.0 469|341 469 378|454 60.0 51.8
43.1 615 473|344 478 382|459 60.3 523

w/ Fine Fusion

w/ Coarse&Fine

the combination of them achieved the best result, indicating
that coarse-level contour guidance and fine-grained local re-
finement are complementary. These results confirm that the
estimated depth priors are beneficial to instance segmentation,
particularly when they are fused with the RGB features using
the proposed coarse-to-fine strategy.

4) Impact of the Mask Decoder Initialization: We noted
that the pre-trained decoder weights of SAM carry biases
optimized for the standard decoding context of SAM, whereas
our decoder operates under a self-prompted, iterative two-pass
decoding workflow that differs from the pre-trained decoder
substantially. Consequently, the pre-trained cross-attention pat-
terns may become suboptimal and even constrain adaptation
to the new context, while random initialization allows the
decoder to learn attention patterns, tailored to our decoding
workflow, from scratch. To empirically verify this hypothesis,
we compared our SPDA-SAM with a variant that loads the
mask decoder weights of the pre-trained SAM, with the other
components and training settings kept identical. As reported in



TABLE XI
COMPARISON BETWEEN THE RESULTS OBTAINED USING THE SPDA-SAM
WITH DIFFERENT MASK DECODER INITIALIZATION STRATEGIES.

Method LIACI ZeroWaste USIS10K
mAP APso AP75|mAP APso AP7s|\mAP APsg APrs
SAM Init | 42.5 60.7 46.8 | 33.5 46.7 37.6 | 451 59.5 51.6

Random Init| 43.1 61.5 47.3 | 344 478 38.2| 459 603 523

TABLE XII
THE MAP VALUES OBTAINED BY APPLYING THE PROPOSED SSSPM AND
C2FFM TO DIFFERENT VERSIONS OF SAMS ON THE LIACI [56] DATA
SET. HERE, BASE MODEL DENOTES THE VARIANT ADOPTED BASED ON
THE BACKBONE OF THE CORRESPONDING VERSION OF SAM WITHOUT
SSSPM AND C2FFM.

Method | Base Model | +SSSPM | +C2FFM | +SSSPM +C2FFM

SAM3 37.2 38.5 (+1.3) | 37.9 (+0.7) 39.5 (+2.3)
SAM2 36.9 38.0 (+1.1) | 37.7 (+0.7) 39.0 (+2.1)
SAM 40.5 42.0 (+1.5) | 41.0 (+0.5) 43.1 (+2.6)

Table XI, random initialization consistently outperformed the
case in which pre-trained decoder weights were loaded across
the three data sets regardless of which evaluation metric was
used, confirming the above finding further.

5) Generalization to SAM2 and SAM3: To examine the
generalizability of the proposed SSSPM and C2FFM to dif-
ferent versions of SAMs, we applied them to SAM2 [23] and
SAM3 [24]. As shown in Table XII, the use of both mod-
ules also improved SAM2 and SAM3. Specifically, SSSPM
brought improvements of 1.1 and 1.3 in mAP on SAM2 and
SAM3, respectively, demonstrating that the proposed self-
prompt mechanism is effective across different versions of
SAMs. Similarly, C2FFM improved the two SAMs by 0.7
in mAP, indicating that depth-aware coarse-to-fine fusion can
consistently enhance their spatial and boundary representa-
tions. When both SSSPM and C2FFM were used together
with SAM2 and SAM3 individually, the improvements become
larger. In this case, the mAP values obtained using SAM?2
and SAM3 were improved by 2.1 and 2.3, respectively. These
findings show that the proposed SSSPM and C2FFM can be
generalized to different SAM families and are complementary.
However, the performance of SAM2 and SAM3 was always
inferior to that of SAM regardless of whether or not these
modules were utilized.

It should be noted that SAM?2 and SAM3 did not achieve su-
perior performance to that of SAM. The primary contribution
of SAM2 is the extension of promptable segmentation from
images to videos. However, its temporal memory mechanism
cannot provide additional cross-frame information when the
input consists of only a single image. In addition, SAM3 re-
formulates the core task as Promptable Concept Segmentation
(PCS), which aims to identify and segment all instances that
match a given conceptual prompt. Nevertheless, such prompts
are not available in our experiment.

V. CONCLUSION

In this paper, we proposed a Self-prompted Depth-Aware
Segment Anything Model (SPDA-SAM) for instance seg-
mentation. Specifically, we designed a Semantic-Spatial Self-
prompt Module (SSSPM) to alleviate the reliance of SAM on
manual prompts. This module fused the high-level semantic
features extracted from the encoder and the features extracted
from the preliminary mask that the mask decoder generated.
As a result, a prompt enriched by both semantic and spatial
information was produced, which could direct the segmen-
tation process. This design freed SAM from the reliance on
human intervention. For the purpose of addressing the absence
of geometric priors in instance segmentation, we introduced
a Coarse-to-Fine RGB-D Fusion Module (C2FFM), which
progressively performed coarse-to-fine feature fusion across
different stages in our dual-path encoder. This module en-
abled effective exploitation of the complementary information
embedded in RGB images and estimated depth priors. To
the authors’ knowledge, SAM has not been explored in such
self-prompted and depth-aware manners. Experimental results
showed that our SPDA-SAM normally outperformed its state-
of-the-art counterparts across eleven instance segmentation
data sets. We believe that the superior results are due to
the guidance of the self-prompts and the compensation for
the spatial information loss benefited from the coarse-to-fine
RGB-D fusion.
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